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JUSTIFICATION:
I asked Mike Yawn, our Java guy on the HP e3000, for his thoughts on finalization.  

Walter Murray  

DISCUSSION:
Please note that I Am Not An Expert on Java finalization, but I know from reading the various newsgroup postings and similar sources that it is a source of great confusion, even among fairly experienced Java programmers.  I'll try to recap what I understand of how people think finalizers behave, how they actually behave, and how some people avoid dependency on finalization altogether.

· Finalizers are analagous to C++ destructors; and can be seen as the inverse of constructors in C++ or Java.

· When an object is constructed, memory is allocated for it.  When the object is no longer in use (not being referenced by any other live objects), the object can be garbage collected, which will free any memory allocated for the object.  This happens automatically and doesn't have to be managed by the user.

· However, objects may acquire/allocate other resources other than memory; such as opening files, calling non-Java routines that may allocate or hold resources, etc.  The intent of finalization is to give the programmer a place to clean up any of these resources that aren't under the Java VM's explicit control.

· The problem with finalization is that there is no guarantee if, or when, it will happen.  The specification guarantees that finalization will happen before the memory allocated by the object is reused (which is an indirect way of saying, before this object is garbage collected).  However, if there is no memory

· pressure, the object may not be gc'd before the virtual machine exits.  Frequently, this is unacceptably long to be holding a resource that may not be actively in use.

· There is also no guarantee of the order in which finalizers will be invoked.  This is typically not a problem, but can be if an ordered is assumed.

· In Java 1.1, a method called runFinalizersOnExit() was added to the Runtime object, intended to allow a programmer to force finalization of all objects if this was required.  However, on many platforms this only worked if the VM was terminated normally; any sort of abort condition could leave resources in an undefined state.

· In Java 1.2, the runFinalizersOnExit() routine was deprecated (meaning it's still there, but no longer part of the spec, and may disappear altogether in a future revision).

· The Runtime object does still support a runFinalization() method, which asks the system to go out and proactively search for objects that need finalization and execute their finalize() methods.  In cases where the programmer can know when finalization can happen, this may permit timely finalization of objects (for example, a server application could call this after a client connection terminates, to finalize any objects created for serving that client).

· Another option for timely finalization is to use the try/catch/finally construct.  The code in the 'finally' block will be executed after all the code in the 'try' block successfully completes, OR if the 'try' block raises any exceptions, the 'finally' block will be executed after the exception handling code in the

· 'catch' block is executed.  As an example:

     try {

         open a file

         lock a system resource

         do some processing

     } catch (IOException ioe) {

         .. handle file-related exceptions ..

     } catch (ResourceException re) {

         .. handle resource-related exceptions ...

     } catch (OtherException oe) {

         .. handle other types of exceptions ..

     } finally {

         close the file

         release the system resource

     }

I actually think this 'finally' clause is a better design choice than using finalizers.

I'm not sure whether all the confusion regarding finalization reflects poor fundamental design or just poor implementation.  In Java, finalization is tied to garbage collection.  In an non-garbage-collected language (which I assume COBOL 2000 will still be), I'm not sure what the trigger is for invoking a finalizer.  If the conditions for invoking a finalizer are clearer than Java's 'when we get around to it, maybe' design, then you may avoid much of the confusion.  If it is left up to each implementor to choose how and when finalizers are invoked in that implementation, then I think you've recreated the mess Java finds itself in.  I like the try/catch/finally design; I'm not sure if COBOL 2000 has exception-handling features, but if so you may look at extending this to provide a similar code block that executes at the end of both normal and exceptional code paths as an alternative to (or a companion to) finalizers.

That's my quick-and-dirty brain dump on the subject, which turned out longer than I expected.  Feel free to follow up with questions if I was unclear or incomplete.

